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Imagine a symphony orchestra where each musician plays without regard to the conductor or the other
musicians.

At the rst tap of the conductor's baton, each musician goes through all of his or her sheet

music. Some nish far ahead of others, leave the stage, and go home. The cacophony wouldn't resemble
music (come to think of it, it would resemble experimental jazz) because it would be totally uncoordinated.
Of course this isn't how music is played. A computer program, like a musical piece, is woven on a fabric
that unfolds in time (though perhaps woven more loosely). Certain things must happen before or along with
others, and there is a rate to the whole process.
With computer programs, whenever event A must occur before event B can, we say that B is
on A. We call the relationship between them a dependency.
calculations or memory operations; we call these

dependent

Sometimes dependencies exist because of

data dependencies. Other times, we are waiting for a
control dependency. Each is present in every program

branch or do-loop exit to take place; this is called a

to varying degrees. The goal is to eliminate as many dependencies as possible. Rearranging a program so
that two chunks of the computation are less dependent exposes

parallelism,

or opportunities to do several

things at once.

1 Control Dependencies
Just as variable assignments can depend on other assignments, a variable's value can also depend on the

ow of control

within the program. For instance, an assignment within an if-statement can occur only if

the conditional evaluates to true. The same can be said of an assignment within a loop. If the loop is never
entered, no statements inside the loop are executed.
When calculations occur as a consequence of the ow of control, we say there is a
as in the code below and shown graphically in Figure 1 (Control dependency).

inside the block-if may or may not be executed, depending on the outcome of the test
words, the value of

Y

control dependency,

The assignment located

X .NE. 0.

In other

depends on the ow of control in the code around it. Again, this may sound to you

like a concern for compiler designers, not programmers, and that's mostly true. But there are times when
you might want to move control-dependent instructions around to get expensive calculations out of the way
(provided your compiler isn't smart enough to do it for you). For example, say that Figure 2 (A little section
of your program) represents a little section of your program.

Flow of control enters at the top and goes

through two branch decisions. Furthermore, say that there is a square root operation at the entry point, and
that the ow of control almost always goes from the top, down to the leg containing the statement
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A=0.0.
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This means that the results of the calculation

A=SQRT(B) are almost always discarded because A gets a new

value of 0.0 each time through. A square root operation is always expensive because it takes a lot of time
to execute. The trouble is that you can't just get rid of it; occasionally it's needed. However, you could
move it out of the way and continue to observe the control dependencies by making two copies of the square
root operation along the less traveled branches, as shown in Figure 3 (Expensive operation moved so that
it's rarely executed). This way the

SQRT would execute only along those paths where it was actually needed.

Control dependency

Figure 1

http://cnx.org/content/m32777/1.3/

OpenStax-CNX module: m32777

3

A little section of your program

Figure 2

This kind of instruction scheduling will be appearing in compilers (and even hardware) more and more
as time goes on. A variation on this technique is to calculate results that might be needed at times when
there is a gap in the instruction stream (because of dependencies), thus using some spare cycles that might
otherwise be wasted.

http://cnx.org/content/m32777/1.3/
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Expensive operation moved so that it's rarely executed

Figure 3

2 Data Dependencies
A calculation that is in some way bound to a previous calculation is said to be data dependent upon that
calculation. In the code below, the value of
calculate

B

until the value of

A

B

is data dependent on the value of

A.

That's because you can't

is available:

A = X + Y + COS(Z)
B = A * C
This dependency is easy to recognize, but others are not so simple. At other times, you must be careful not
to rewrite a variable with a new value before every other computation has nished using the old value. We
can group all data dependencies into three categories: (1) ow dependencies, (2) antidependencies, and (3)
output dependencies. Figure 4 (Types of data dependencies) contains some simple examples to demonstrate
each type of dependency.

In each example, we use an arrow that starts at the source of the dependency

and ends at the statement that must be delayed by the dependency.

The key problem in each of these

dependencies is that the second statement can't execute until the rst has completed.

Obviously in the

particular output dependency example, the rst computation is dead code and can be eliminated unless
there is some intervening code that needs the values. There are other techniques to eliminate either output
or antidependencies. The following example contains a ow dependency followed by an output dependency.

http://cnx.org/content/m32777/1.3/
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Types of data dependencies

Figure 4

X = A / B
Y = X + 2.0
X = D - E
While we can't eliminate the ow dependency, the output dependency can be eliminated by using a scratch
variable:

Xtemp = A/B
Y = Xtemp + 2.0
X = D - E
As the number of statements and the interactions between those statements increase, we need a better way
to identify and process these dependencies. Figure 5 (Multiple dependencies) shows four statements with
four dependencies.

http://cnx.org/content/m32777/1.3/
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Multiple dependencies

Figure 5

None of the second through fourth instructions can be started before the rst instruction completes.

3 Forming a DAG
One method for analyzing a sequence of instructions is to organize it into a

directed acyclic graph (DAG).1

Like the instructions it represents, a DAG describes all of the calculations and relationships between variables.
The data ow within a DAG proceeds in one direction; most often a DAG is constructed from top to bottom.
Identiers and constants are placed at the leaf  nodes  the ones on the top. Operations, possibly with
variable names attached, make up the internal nodes. Variables appear in their nal states at the bottom.
The DAG's edges order the relationships between the variables and operations within it.

All data ow

proceeds from top to bottom.
To construct a DAG, the compiler takes each intermediate language tuple and maps it onto one or more

nodes. For instance, those tuples that represent binary operations, such as addition (X=A+B), form a portion

of the DAG with two inputs (A and

B) bound together by an operation (+).

The result of the operation may

feed into yet other operations within the basic block (and the DAG) as shown in Figure 6 (A trivial data
ow graph).

1 A graph is a collection of nodes connected by edges. By directed, we mean that the edges can only be traversed in specied
directions. The word acyclic means that there are no cycles in the graph; that is, you can't loop anywhere within it.
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A trivial data ow graph

Figure 6

For a basic block of code, we build our DAG in the order of the instructions. The DAG for the previous
four instructions is shown in Figure 7 (A more complex data ow graph). This particular example has many
dependencies, so there is not much opportunity for parallelism.

Figure 8 (Extracting parallelism from a

DAG) shows a more straightforward example shows how constructing a DAG can identify parallelism.
From this DAG, we can determine that instructions 1 and 2 can be executed in parallel.
see the computations that operate on the values

A

and

B

common subexpression during the construction of the DAG. If we can determine that
that is used outside this small block of code, we can assume the

http://cnx.org/content/m32777/1.3/

Because we

while processing instruction 4, we can eliminate a

Y

Z

is the only variable

computation is dead code.
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A more complex data ow graph

Figure 7

By constructing the DAG, we take a sequence of instructions and determine which must be executed in a
particular order and which can be executed in parallel. This type of data ow analysis is very important in
the codegeneration phase on super-scalar processors. We have introduced the concept of dependencies and
how to use data ow to nd opportunities for parallelism in code sequences within a basic block. We can
also use data ow analysis to identify dependencies, opportunities for parallelism, and dead code between
basic blocks.

4 Uses and Denitions
As the DAG is constructed, the compiler can make lists of variable uses and

denitions,

as well as other

information, and apply these to global optimizations across many basic blocks taken together. Looking at
the DAG in Figure 8 (Extracting parallelism from a DAG), we can see that the variables dened are

C,

and

D,

and the variables used are

A

and

B.

Z, Y , X,

Considering many basic blocks at once, we can say how far a

particular variable denition reaches  where its value can be seen. From this we can recognize situations
where calculations are being discarded, where two uses of a given variable are completely independent,
or where we can overwrite register-resident values without saving them back to memory.
investigation

data ow analysis.

http://cnx.org/content/m32777/1.3/
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Extracting parallelism from a DAG

Figure 8

To illustrate, suppose that we have the ow graph in Figure 9 (Flow graph for data ow analysis). Beside
each basic block we've listed the variables it uses and the variables it denes. What can data ow analysis
tell us?

A is dened in block X but only used in block Y. That means that A is dead upon
Y or immediately upon taking the right-hand branch leaving X; none of the other basic blocks

Notice that a value for
exit from block

uses the value of A. That tells us that any associated resources, such as a register, can be freed for other
uses.
Looking at Figure 9 (Flow graph for data ow analysis) we can see that
never used. This means that the calculations dening

D

D is dened in basic block X, but

can be discarded.

Something interesting is happening with the variable

G.

Blocks

X

and

W

both use it, but if you look

closely you'll see that the two uses are distinct from one another, meaning that they can be treated as two
independent variables.
A compiler featuring advanced instruction scheduling techniques might notice that
that uses the value for

E,

and so move the calculations dening

needed.

http://cnx.org/content/m32777/1.3/

E

out of block

Y

W

and into

is the only block

W,

where they are
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Flow graph for data ow analysis

Figure 9

In addition to gathering data about variables, the compiler can also keep information about subexpressions. Examining both together, it can recognize cases where redundant calculations are being made (across
basic blocks), and substitute previously computed values in their place. If, for instance, the expression
appears in blocks

X, Y,

and

W,

use it.

http://cnx.org/content/m32777/1.3/

it could be calculated just once in block

X

H*I

and propagated to the others that

